
III. Some objections to this neo-classical model

As computationally attractive as this idealized model of routinization and coordinated activity is there are good reasons to suppose that it does not tell the whole story and that it may, in fact, be systematically misleading.  The main issues revolve around the assumption that the environment of activity is well represented as a superposition of task environments, each consisting of a sparsely distributed set of choice points, and that an agent’s behavior can always be explained as a rational choice in these abstract task environments.  We shall argue that agents are coupled in far more complex ways to their environment than assumed in task environment accounts.  This holds true regardless of how many task environments we assume are superposed in a physical space.  Hence the classical view of routines and the evolution of competence will not do.  A different theory is required.  Now to elaborate our objections.

Activity is a dynamical process.  There is more going on when an agent decides what to do next than just considering the sparsely defined choice points given in a task environment.  Controlling an environment requires real time coordination.  For example, when a barista is first taught to pull espresso the easy part of training has to do with the steps.  The hard part of the skill is in knowing how the handle should feel as it controls the pressure of the hot water; how the steam should sound as it goes through the portafilter, how fast the liquid should flow out, and so on.  These are dynamic aspects of engagement; they are not learned through books or abstractly by memorizing recipes.  They are practical skills.  Moreover, as these practical skills develop, baristas also learn how to recover when things go wrong, how to be vigilant, when to be vigilant and when to intervene so that deviation from normal procedure can be caught early and corrected before costly errors arise. All these aspects of process control are not naturally interpreted as discrete choice in a task environment, particularly a sparse one.

Another way of putting this is that skilled agents are sensitive to many more aspects of the environment than described in a task environment.  Interface designers know this, architects know this, and cognitive scientists ought to. Routines are partly shaped by cue structure, workspace layout, and visual design. These micro-structural elements of an environment fall below the threshold of task environment accounts because they concern the concrete details of real environments, the very details abstracted from in task environment accounts. Since they can have a significant impact on the speed accuracy of performance, and have an impact on how easy it is for agents to recognize what to do next, they must figure in an account of routine behavior.   

A second reason a task environment approach is misleading is because it has no means of explaining how we adapt our performance to the reality of interruption, distraction and multi-tasking etc.  In a theory where the structure of activity is explained by showing each action to be a rational move in a task environment, the question arises: what explains jumping between tasks?   In the neo-classical model, multi-tasking is never seen as a rational move in a task environment because there is no such task as choosing which task to do next.  Agents may rationally choose which sub-task to do next.  But they do not choose between whole tasks.  This means that they do not rationally choose when to speak while driving, or when to stop what they are doing to help a team mate.   At least not in the neo-classical model.  


As we have argued earlier, baristas, in the course of developing ‘first-order’ skills, such as tamping portafilters, or controlling the pressure of boiling water as it is forced through coffee, also develop additional skills – second order or perhaps support skills – to handle interruptions, to minimize recovery time after a disruption, to support multi-tasking and to adaptively respond to variations in team mates’ behavior.  These important constituents of employee skill, whether called first order, support or second order skills, inevitably lead to deviation from the routines they would follow if working in solitary task environments where none of these exogenous factors exist.  

Can these exogenous factors not be explained by talk of superpositions of task environments?   Provably not!  Superposition implies that each task environment is linearly separable from each other.  It must be possible to analyze an activity and say how much of it is caused by making movei in task environment1, how much is caused by making movej in task environment2 and so on.  If we can’t separate out the contribution each task environment makes to the overall activity of task switching then we can’t say that task switching is caused by the superposition of those task environments.  The activity has components from each task that interact in a more complicated way than linear separability permits. This is precisely the case in multi-tasking.  The way an agent interrupts his task in task environment1 may well depend on what he is expecting to do in task environment2 and what state he expects to be in when it is time to return to task environment1.   The particular form the task switching activity takes and the way he adapts his workspace in task environment1 is partially the result of what he is doing in one task and what he expects to do in the other.   The resulting action is the product of both tasks, but there is too much interaction between the two to say exactly what each is contributing on its own.  The relevant consequence function is found in neither environment. Hence no superposition of task environments can possibly explain the routines that baristas have evolved from working in live coffee houses.   Indeed, one of the main purposes of the incremental technologies introduced in coffee houses, such as the Starbucks cup, and Peet’s LCD display, is precisely to increase the robustness of performance in the face of interruption, breakdown and multi-tasking. 

A close look at way agents concretely handle interruptions, multitasking and distraction shows them to be theoretically interesting.  In the course of protecting themselves from the negative consequences of interruption and multi-tasking agents often modify their task environments to make it easier to pick up where they left off.  They may leave cues, mark state, ask someone to remember where they are, and so on.   They may also change the choice points, the consequence function, or expand the action repertoire, if they can.  This violates a key assumption of the neo-classical approach: playing by the rules.

Task environment analyses are supposed to explain how agents solve problems and develop routines for confronting regular situations.  The way to complete a task is to choose actions from among the live options posed by the task environment; agents are never offered an action that could somehow change the task itself.   To learn to play chess is to learn how to choose chess moves. It is not about knocking pieces off the board, or developing strategies for games with fewer black and white squares or for pieces with different capacities.   If agents were allowed to change the rules of a task to make it easier for them to perform the task why say they are performing the same task?  Different rules different tasks.  In chess we could never judge whether one agent is better than another if each could change the task to suit himself.  There would be no reference task to compare them with.  Hence the structure of a task must be unaffected by the actions that agents perform. 
This same assumption of independence is found in both classical evolutionary theory and neo-classical economics as well.  Agents are assumed to adapt to their niche without altering it.  In microeconomics this appears in the supposition that firms adapt to their market without altering supply or demand curves, or the industry production function.  How else could one firm be called more efficient than another unless the standards of comparison were held constant?  In evolutionary theory  individual creatures, and the alleles they contribute to the population’s gene pool, are assumed to have no effect on the selective forces in a niche.  How else could that allele be determined to confer selective advantage? This means that in both economics and evolution, the selective forces in the environment are assumed to be constant during each selection cycle.  
Yet it is obvious that in most realistic contexts agents actively look for actions that make their tasks easier.  Even if this means changing their tasks.  Agents aggressively reshape their environments by personalizing it, by customizing it.  They add complementary and epistemic structure to their momentary workspace through talking, developing shared routines, adding reminders, cues and other prompts and state holders.  They rely on these sort of actions to immunize themselves from the negative effects of interruption and multi-tasking.   They reshape their space to make it cognitively more congenial.  If they didn’t they couldn’t cope.  To survive in open environments agents must know how to handle interruptions and chit chat, how to stabilize their environments to prevent breakdown and how to be vigilant.  These are important skills.    Most of them require performing actions that are not in the task environment narrowly construed.  They require expanding the option set or changing the expected consequences of actions.  The need to accommodate the possibility of reconfiguring ones niche means that the unit of selection is not as simple as  routine narrowly conceived.  It has more to do with a causal complex, a coupling of agent, behavior and environment.  
A final objection to the classical theory is that it does not explain emergent phenomena well.  When a new technology is introduced agents interact with it and soon develop new routines. These new routines in turn lead to a change in the way agents conceptualize their task and what they think they need in order to do their job better. This cycle runs continuously, with the most inventive employees thinking up new ways to do things which soon leads technologists to provide them with new tools to support those new ways.   A good theory of routine evolution should explain how routines themselves create emergent patterns of behavior that then effect how agents conceptualize their task demands and their environment or activity.  
Activity space vs. Task environment 

Our first step in moving away from the neo-classical view of tasks and routines is to introduce a term – activity space – to characterize the attribute rich environment that agents really work in.  An activity space is a construct that designates the physical socio-cultural context in which an agent performs a task.   For instance, when an agent faces a real Tower of Hanoi task there is a realized Tower of Hanoi structure made of plastic or wood or some other material.  The disks have weight, the pegs have a height and separation, and moving disks back and forth takes effort as well as planning.  Because of their dependence on space, time, materials and technologies, activity spaces support many more actions than those that can directly advance or hinder goal progress.  There are more actions available in an activity space than those available in its corresponding task environment.  If it is useful to talk of choice points at all, an activity space differs from a task environment in presenting agents with a significantly more dense set of choice points, not all of them to do with the waypoints normally identified with steps in a plan.  And different activity space realizations of the abstract Tower of Hanoi task will have different choice points.

For instance, agents can typically rotate Tower of Hanoi disks.  Some people do this while considering what to do next.  For these people touching the piece is a part of their routine.  Yet, rotating a disk is not a ‘move’ in the formal task environment because the problem state is the same whether or not a disk has been rotated.   Rotating is assumed to be irrelevant to working on the puzzle in the same way that scratching one’s head or muttering while thinking is supposed to be irrelevant.  Not that it is actually irrelevant for some people, since denying them the right can significantly affect their performance, in the same way that denying a novice chess player the right to touch pieces before actually moving them or trying out moves (j’adoube) is important for their thinking process.  Nonetheless, rotation is a task external action according to the Newell and Simon account since it cannot ever bring the agent closer – in a pragmatic sense – to completing the task.  It is superfluous.  Still, it is a clear part of most Tower of Hanoi activity spaces because it is an action open to agents when they are working on the task.  See figure 7.

In figure 7 the idea that many Tower of Hanoi activity spaces share an abstract structure of states, transitions and constraints is illustrated by suggesting that they may be so different in shape, form, composition and appearance, that the only thing they could possibly share in some mathematical abstraction, a Platonic form, called a task environment.

Figure 7

The task environment is a high level abstraction over activity spaces.   Since Tower of Hanoi problems can be implemented in a huge number of ways, including virtual or digital realizations, the one thing that all have in common is the states, state transitions and constraints imposed by the task itself.  It is the Platonic task leached of all specifics derived from any particular embodiment.

The Importance of Cue structure in Activity space

The core tenets of situated cognition is that activity always takes place in specific contexts, that our routines and conceptualizations were developed in specific contexts that have details and cues not found in abstractions from those contexts, and that much of cognition, and certainly the part of cognition associated with action control depends on how we have reacted to those cues in the past, or how we have reacted to similar cues.  Analogical reasoning or transfer, rather than abstract reasoning over formal models, is the dominant factor in problem solving, learning, and the acquisition of routines.   This causes routines to have a certain self-organizing element.    The details of every instance of a task are typically different in small ways.  Because the constraints, cues and opportunities available in each specific case are slightly different activity “is continually self-organizing through interaction between the person-in-activity and the setting". [Shrager 1990]
On the situated account, problems are never faced in the abstract; they arise in concrete  situations.  When an agent originally learned to master a problem, to methodically solve it, many of the cues that were relied on were specific to the details of the situation.  Thus, a barista who learned how to make espresso on their inexpensive home machine, learned the feel of controlling the flow of hot water on that specific machine.  When working with a new machine that implements the same function in a different manner, and with a different feel, there is a learning phase to be gone through.   It is not that the barista must learn the gross function of the water control on the new machine.  That transfers easily and represents conceptualized learning the barista has about the process.  It is the details and how to fit the controlling of water pressure into the other parts of the routine that takes time to learn.  The real learning is in the details.  Consequently, the transfer is not immediate.  The devil is in the details and much of what has to be learned is linked to the specific cues, and constraints of working with the new machine.  These cues and surface constraints may not transfer well between inexpensive and professional machine.  No doubt the major steps of grinding, tamping, locking the portafilter in place, forcing the water through in a time regulated fashion, putting a cup in place and the rest, are the same regardless of machine (assuming it is not fully automatic).  At that high level of abstraction the method of making espresso is constant across almost all machines.  But the rhythm of work, the sounds, smells and visual cues that trigger a controlled response are different in the two environments.  This is to be expected but it has a major impact on routines.  The placement of portafilters, tampers, cups, and so on that are part of the barista’s original routine are tied to his home environment.  Each of these now must be adapted or relearned.  
The need to continually adapt activity to the specifics of each case poses a theoretical question.  When adaptation is substantial shall we say that:

· the original routine has been generalized, 

· a new routine has been created, one similar to the last in that it belongs to the family of routines associated with espresso making but different in the details, 

· a routine is really an emergent structure that arises from an interaction, and is not easily represented in as a sequence of steps or an algorithm for computing what to do next – that any such algorithm or rule set would have to be too detailed and cover too many conditions to be useful? 

In defense of the last view consider whether recipes and descriptions of routines play a causal role in structuring action.  In the task environment approach as well as any theory that identifies a routine with an easily codified set of rules or procedures that an agent may follow, routines are thought to be causally active.  This applies whether the routine is highly detailed or described at the level of a recipe.  On the situated account, by contrast, a recipe or a routine is the post hoc narrative of what went on.  If you ask a barista how to make espresso, the story that is given will be something like a recipe or a routine describing the gross steps for using the machinery.  Is this routine a causally active representation which he or she has in mind when executing the task?  Do baristas actually follow that method, or do they just behave in accordance with the method, acting as if they are following it but in fact moving through a process that is more reactive, with steps and micro-steps triggered by stimuli at a much lower level of granularity?  

Our analogy here is with getting from place to place in a city by using a map versus using landmarks.  When moving around the city, especially one we know well, we rely on landmarks and local cues to keep track of  where we are and where we need to go.  If we are asked to describe our behavior we may well describe it in terms of roads, intersections and distances as defined on a map.  It is not that we cannot in principle say that we are following landmarks.  If pressed, or we are asked to report on how we are deciding what to do at the very time we are deciding, the importance of cues and landmarks indicating where we are and where we need to turn may well be mentioned.  But if asked after the fact, recall tends to be reconstructed in terms of street names and shortest paths on the map.  This post hoc rationalization, is not the script actually followed since it was not causally active at the point of action. But it lends itself to sharing with others because it is based on a public representation that both listener and raconteur can share while discussing the route.

In the case of espresso making there are no pre-constructed maps to share.  There is the equipment of course.  We could ‘walk’ a novice through the phases of activity.  But if the devil is in the details communicating the routine requires hands on guidance.  If we are not in front of the equipment, however, we are not at a total loss. When we reflect on a task, we can usually replay enough of our steps from an objective perspective to tell a good objective story.  We know what constitutes a non subjective account and can create one.  We know what not to tell or try to tell.  Thus, when a barista works in his home kitchen, he knows where the coffee beans are kept and how he prepares his space so that he can keep everything under control, minimizing effort and reducing the time it will take to clean up.  In retelling the story, however, he knows what to leave out.  Most of the actions scientists would observe if they were to record him on video, never find their way into his narrative.  He doesn’t talk about the layout of his pantry or the dimensions of his kitchen counter when  describing his method to an audience.  Instead he talks about waypoints, or the gross steps that must be completed. He may talk about watching out for telltale signs that the espresso has been made well.  But even in telling us what to watch out for and how to know we are proceeding on track, he is likely to abstract from the specific cues he relies on in his home environment and recast his account in more objectivist language.  
If we could see into his head we would find that it is local cues that remind him what to do next.  His attention is on the details of doing this or that; it is not on the task construed in a gross manner.  So in fact his routine is lodged in his dispositions to react in this way or that to local cues, to monitor certain key properties, to alter his behavior to put things back on track, even if his post hoc story treats the routine at a high level.    His routines are not codified rules or algorithms, they are the organizing principles that when in similar settings lead to similar performance.  This sounds more like the self-organizing account where the routine is what emerges from a person in activity and a setting. 
How Cue structure shapes activity 

By acknowledging the importance of causal detail in action and action selection we open the door to detailed questions about how cues bias the way we act.  This is of practical interest because in the end good design is about creating better cue and affordance landscapes: environments where it is easier to know what to do next, easier to stay in control of processes, and easier to be vigilant, manage errors, and recover from breakdowns.    In short, it is about changing our setting by adding technology like the Starbucks cup.  

To appreciate the role cues have in changing the flow of activity consider the two interface displays in figure 6.  Both present the user with the same options, yet one does it far more effectively.  Why is that?  
To say only that 6b is better designed is to beg the question.  It is better designed because it honors one of the central tenets of good design:  what is semantically related should be visually related; what is semantically close should be visually close.  This design principle exists because it has been found that when users are presented options visually organized in semantically meaningful ways they perform faster, make fewer errors, maintain better awareness of what they have done and what they still need to do, and they  feel more in control than when they are shown the same options but in a less semantically motivated way.  By grouping the choices (radio buttons) into units the steps the subject must follow are better demarcated. The choice points and the options within each point are well marked. This makes planning easier because you can synoptically see what is to be done.  It makes monitoring easier because you can more easily see what you have done and what remains to be done.  And it makes reviewing and evaluating your answers easier because they layout structures the task into a more apparent hierarchy, making it easier to visually scan answers and see them as a bunch. 
	[image: image1.jpg]Text Properties

times () helvetica () courier (O sans serif ()
small (O medium () large ()
underline O  bold (O italic O
10cPI(O 12cP1 () 15cP1() proportional O

black O blue O red O green O

——O O O O






	[image: image2.jpg]Text Properties

— Border

O
O
O N

© I

— Color

O Black
O Blue
O Green
O Red

— Family — Pitch

O Courier O 10 CPI

O Helvetica O 12 CPI

O Sans Serif O 15 CPI

O Times O Proportional
— Size — Style

O Small O Bold

O Medium O Italic

O Large O Underline






	Figure 6

Here are two versions of the same form.  The reason Figure 6a is o obviously so much better than Figure6b is that 6b arranges visual elements so that it is clearer what goes with what. Just as a well written paragraph is easier to comprehend than a poorly written one, so a visually well structured design is easier to comprehend and use than a poorly structured one.  6b uses the two dimensions of the form to cluster  the semantically related elements in a manner that heightens their visual independence.

 


An important lesson that can be learned about activity spaces from looking at interfaces, such as the forms in Figure 6a and 6b, is that there are many factors and cues affecting how people decide what to do.  For each element of decision making there are cues that can facilitate the process.

· Option set: agents have to be able to recognize the actions that are possible at any point.  Live options can be marked by color, affordance or visual feature.  Entry points signal where one can go.  Features can be arranged to suggest which actions are available and which are not.
· Correspondence function: agents should be able to see, or in some way,  have an idea of the consequences of  performing an action.  This can be done by providing labels, icons or small descriptions.  Process elements can be give reliable feedback to make it easy to gauge what is happening and about to happen.  Artifacts can be designed with affordances that reveal their function.  Groups of attributes can be arranged to fit presumed mental models, prior experience and so forth.
· Choice points: critical moments in a process can be highlighted.  Flashing lights, sounds, kinesthetic feels can be used to flag points in a process where a decision is required.

· Current state: agents need to be able to see what they have just done so they know where they are in their current control of the environment.  If a process is still in motion agents should know how far into the process they are and have some idea of how much remains.
Even in environments where things happen continuously – in ping pong, driving, dancing, playing a musical instrument – where the environment never quite stands still and so is not well described as presenting agents with discrete choice points, there are still cues that can be designed into the way the environment is presented in order to make control easier.  Tones, intensities, patterns, colors, frequencies, and other psychophysical attributes can be manipulated to provide control related information to skilled agents.

The goal of design is to improve the usability of environments and the quality of experience which inhabitants enjoy.  The environments which employees and other agents have all been relentlessly designed.  Most of this is conscious design, the outcome of engineers tailoring space and technology to particular tasks, but some of it, indeed the majority, stems from the ambient technology that constitutes part of the common ground of activity.  One consequence of viewing the design of environments and the activity environments support to be so closely coupled is that the two – environment and  activity – are measured in similar ways.  
In figure 7 we see an evaluation of the goodness of environments measured by the speed accuracy of the routines they support, the complexity profile of supported routines, and the quality of output.   Since these curves are meaningless except relative to some ideal or referent agent whose behavior is assumed to be constant across environments, the two factors, activity and environment, form a system which as a whole have cost benefit curves.
Figure 7.

One environment (A) is better than another (B) if the same activities can be performed in A faster or with fewer errors than in B.  Another valuable goodness measure can be found in the complexity of tasks and routines that can be supported. If A supports more complex tasks than B for the same speed accuracy cost then A is better.    

A simple example of incremental technological change is shown in figure 8.  In the tamping task, where baristas must prepare a portafilter for use with the espresso machine, the difference between experts and novices is how uniformly the grounds are tamped, under what pressure, and in what shape, since not all shapes are equally good.   To compensate for the skill required for quality tamping, new designs of tampers have been introduced to market.  These lower the time required to produce quality output, reduce the expected error as a function of expertise, and allow both expert and novice to perform more complex tampings.
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	Figure 8.

In fig 8a, the imprint of differently shaped tampers is seen in the surface shape of ground coffee in the portafilter.  Experts have their own style and manner of tamping to improve the quality of espresso coming out of their particular espresso machine.  Studies have shown that a concave coffee surface produces the best results.  With these newly designed tampers the time, error , complexity profile of tamping is improved.  They also make it possible for less skilled baristas to produce higher quality tamps.  




The importance of  task modifying actions.  

The methodological framework for discussing routines in terms of evolutionary theory, microeconomics and task environment analysis cannot allow routines to change the nature of the environment.  The mathematics of such theories could be  extended to enable relaxing this independence assumption but not without considerable effort and loss of simplicity. 
We have been arguing  that the first step in increasing the realism of such theories is to think of the unit of selection to be a chunk of agent and environment.  What is selected for is not a routine in abstraction of an environment, it is the union of routine and environmental cues, affordance, technology and so on.  Routines are too closely coupled to the details of their specific environment of activity to be treated independently.

A further increase in analytic complexity, however, is required if we are to explain how routines and environments evolve to support the second order skills that agents develop for modifying their environments to make them more congenial.   The old decision cycle of  perceive options, evaluate expected consequences, choose best ignores all the other things agents do in their activity environments, such as embedding information, dropping cues and reminders, stabilizing processes to facilitate recovery, preparing resources etc to make later activity easier.  

Consider preparation.  When a barista comes on duty and lays out her tools or puts beans beside the grinder, she is essentially time shifting computation and action.  This has the effect of amortizing the costs of activity so that future activity, which normally would be performed when time and other resources are more costly, can be partially performed earlier, at a time when they are less costly.  To take a different example, if we parboil potatoes when we have time the night before (and refrigerate them of course) then we can make hash browns or pan fried potatoes at breakfast fast enough to make our breakfast making chore sufficiently brief to be pleasant.  If we are making food in a wok, the frying process is quick.  All ingredients must be cut and ready to be thrown in the wok once the process begins.  There is no time to cut vegetables in real time, unless there are many sous chef nearby who are furiously chopping while we are cooking. Even then there is a coordination problem of delivering the cut items a the right time and without getting in the cook’s way.  The obvious solution looks like a plan because it looks like we are propagating time constrains and ordering sub-goals.  And although some time shifting activities are like that, others are not.   For instance, when the ingredients in an Indian meal are laid out in  meanginful sequence before the real cooking begins, this is not time shifting to save the cook but can constructively be called preparation because …  Notice the use of bowls to hold the interim products – the cut ingredients.  If we were cutting in real time on a chopping board we could slide the cut pieces off the board into the pot, such as one might do when making stew.  But there are advantages to using containers since they serve to commoditize the ingredient, keeping it in a state of readiness, reducing clutter since they can be easily moved around,  and the same container can be used by more than one person or at multiple times.

Another time shifting example: lay out the ingredients beforehand when cooking Indian food. 

Recognition versus recall.  Cues are recognized as having action related import.  If someone has left a bag of beans beside the grinder and the grinder looks empty then I may suspect that they were interrupted in the process of stocking the grinder to prepare it for grinding.  My perception of the beans and grinder is on the one hand structural – I see that the beans are to the right of the grinder – but it is also functional – I see it as prompting an action.  The patterns and recognitions that cues prompt can be action patterns.  In a tennis game if the ball is coming to your backhand side, then depending on how your body is oriented the perceptual cues related to ball velocity, spin etc prompt you to approach the ball in a certain way.  There are strategy elements that make this more difficult and more reflective.  But much of the cueing that occurs  is action oriented.  A more comical example was used in the film Roger Rabbit.  Roger is a cartoon character who at a certain time was hiding from the police.  To get Roger to expose himself the detective knocked the first part of a well known tune on a wall he thought Roger was behind:  ‘Shave and a haircut ….’  Roger could not stop his compulsion to complete the tune – ‘two bits’.

Figure

In a classical decision cycle, this one discussed by Norman (1989), an agent perceives a situation, interprets, considers his options, chooses the one that   etc.  What is missing from this highly intentional planful approach to activity is acknowledgement that much of activity is more reactive.  That agents do not usually pull the next step off of a plan, that sits well formed in their heads and then apply it.  The environment helps them to recognize what to do. 

This is about the importance of personalization and the momentary changes users make in an environment.  People learn in a particular environment and they have an urge to recreate this niche.  

The point of interest is that the unit of selection then has to be over an intelligent skill in an environmental setting – a task or activity niche.  

Designing for recovery

Emergent Patterns of Activity

Costs arise in an activity space because there are always resources associated with performing actions.  These costs may be measured in terms of the energy an agent must expend to move disks, for example, the distance the disks must cover, or in some other way.  If disks are heavy the physical cost of moving a disk from peg to peg is greater than if they are light.  In most task representations of the Tower of Hanoi the actual cost of moving a disk is treated as irrelevant.  One move costs one unit.  But of course this is not true in some activity spaces where it may be much harder to perform one action than another.  

There are also cognitive costs associated with performing actions. This is a harder and less objective measure to define because the cognitive costs associated with performing a task depend on expertise and environment design.  It should be recalled that the point of introducing a concept like a task environment was to provide a formal structure that was invariant across the different problem space representations agents could form of the task.  Cognition is supposed to take place in the problem space representation which is a representational structure assumed to be in the head.   As agents learn they develop better problem space representations or better heuristics for searching through problem spaces.  In later accounts parts of the representation of the problem space could even be external to agents.  Diagrams for instance help to encode problem state so that agents do not need to have a complete description of the state in their head.  This makes searching through a problem space a more interactive process of looking at a diagram or perhaps the visual disposition of pegs on a boardgive structure sustain parts of the problem state.  resources 

Rewards can also be thought to arise in an activity space although they are more abstract.  In chess, for instance, taking an opponent’s queen is an action physically on par with taking a pawn.  But the value of the piece taken is much greater.  So in the chess task environment and its problem space counterpart, where there is usually some metric for estimating the probable consequences of actions, the expected gain from taking a queen is represented  as being much greater than taking a pawn.  The reason we can say that gains and rewards are also to be had in an activity space is that the outcomes of winning, or successfully completing a task, or generating real output also take place in activity space.  Activity spaces, accordingly, are not just the object rich regions of space time where resources are expended and activity takes place.  They have an achievement side to them.  They are a chunk of the environment that instantiates a task environment, but which also includes the side effects and real world consequences of actions performed in them and in causally connected environments. 

The idea that actions have costs and benefits is a obvious one to appropriate for design. It is natural to suppose that a primary goal of design and technology is to alter the costs or benefits of certain actions so that tasks can be completed in a less costly manner or more cost efficiently (i.e. some actions now have a higher return while keeping their cost constant.). It is easy to see how this idea has played out in some simple examples of technological innovation.  

Consider how wireless technology has changed the activity of watching TV.   Before the introduction of remote control the cost to change channels depended on a few factors such as the spatial distance between seat and TV, the design of the channel switch on the television itself, the speed a viewer moves from seat to TV.  The greater the physical distance, or the slower the viewer can cover that distance, or the more channels that have to be passed through, the greater the cost.  A designer intent on improving the cost structure of the activity space associated with watching TV would initially think about changing one or more of these basic parameters.  For instance, easy changes would be to move the couch closer to the TV, or alter the channel dial on the TV so that now channels can be randomly accessed rather than sequentially accessed.  Another easy change would be to run a wire from the TV to a second dial placed near the viewer’s seat, thereby greatly lowering the time to reach the channel dial.  An even better design would be to provide a portable remote dial or channel switcher that worked wirelessly.  

In each case the objective of the design change was to lower the costs of the two necessary actions: reach the controller, use the controller to change the channel.  See figure 4.  The benefits of individual actions were not manipulated because the task is so simple that the task space is not significantly deformed by changes in action costs.  The basic plan to change a channel is still the same regardless of technology: reach controller, change channel.  Of course, there are some changes to an activity space that do increase reward.  For instance, empirically it seems that if the cost of channel switching falls below a certain threshold an emergent activity – a routine – of channel surfing arises.  Channel surfing is the rapid switching between channels to permit watching or semi-watching several channels at once.  In fact channel surfing often requires the addition of random access buttons and a special button that returns one to the last channel to be really viable.  But at some point if these shortcuts push the cost of switching  becomes low enough to permit some users to tap into a new source of value then modifications to the activity space will also increase the reward of certain actions. 

Figure 4

In figure 4a the relation between time (cost) and the number of channels to be covered is shown for an environment where a remoteless TV may be moved closer or farther from the viewer’s seat.  The TV has too many channels to use a simple radial dial and instead channels are selected by using an up and down button.  There is no random access.  Distance and viewer speed are treated as fixed costs wrt channels, though obviously if we can control where the seat is then these are variable, as shown. 

Speed accuracy curves

It is noteworthy that in cost functions based on resource usage or effort there is no allowance for error.  Yet in performing real actions there is always the possibility of error, even if it is improbable.  In well designed activity environments, the probability of error should be low.  If the probability is not low then at least the probable consequences of an error should not be costly.   

Thus in designing a TV controller that must manage hundreds of channels there is inevitably a tradeoff in the speed with which the user can transition through large numbers of channels and stop the search exactly on the target channel.  The slower the search process the more precise the channel selection, the faster the search the more likely there will have to be some recovery from over or undershooting the channel.  Typically the consequences of the error and the cost of recovery are small. But depending on the expected costs involved designers will look for a design that has a speed accuracy curve that nicely fits the costs and benefits of speed versus precision.  See figure 5.

Figure 5.
The speed accuracy curve associated with a design for a channel controller is one factor designers should keep an eye on. The best design is the one whose speed accuracy curve is closest to the lowest in the region that has the best cost benefit profile. 

Improvement in speed accuracy curves seems like a perfect description of routine evolution.   For simplicity let us take a routine to be an organized string of actions occurring in an activity space.  Routines are connected to tasks because they should either be a method for performing a task, or a method for performing a modular part of a task.  One routine is better than another if it can be performed faster or with fewer errors.   Routines can be improved by agents learning to execute their actions faster or less errorful.  Or they may be improved by changing the cost structure of the activity space so that the same outcomes can be achieved faster or improved outcomes achieved for the same costs.

Figure 6.
The speed accuracy curve associated with improved versions of a routine resembles the speed accuracy curves associated with better activity space designs.   Improved routines may be the result of practice or better activity space design.
Because the cost function assigning costs to actions in an activity space invariably has time as one of its factors and there is a tradeoff between time and error, cost functions implicitly make assumptions about the skill level of agents and the error rate that is acceptable.   The cost function of a highly skilled agent will be lower than the cost function of a less skilled agent.  Designers of software are well aware of this phenomenon and often design interfaces differently for agents of different skill.  This suggests that the cost function of an activity space should make explicit reference to skill.   But in more production oriented environments it is often thought better to train agents to a skill criterion so that the technology in the environment can be designed on the assumption that everyone will use it in the same way.  The upshot is that in non software environments the cost function incorporates assumptions about normal skill and normal error.  This cost function will assign to each feasible action at each state in the activity space the cost a ‘default’ agent will take.  See figure 7.

Figure 7

A speed accuracy curve can be converted to a time cost curve if there is some way of estimating the cost of making an error.  Error cost is a function of expected costs of the error and also the cost of performing the action correctly.   

The Importance of ‘exogenous’ Errors 

Our story so far is this:  

agents must perform many tasks

no action occurs in a vacuum – an isolated task environment – hence whenever an agent acts there is an activity space in which he is or she is acting.

Every activity space supports more actions than those narrowly defined in its associated task environment 

Agents do not have total control over the timing of task demands.   As a result they often have to interrupt one task to do another – they multitask.  

Interruptions occur regularly, whether from the social world, themselves, or other task demands. 

They also are distracted by events occurring around them or by their own internal state – worries, thoughts, concerns

The cost function that assigns costs to actions in an activity space makes implicit reference to a speed accuracy function that specifies the probability of error for each action when performed at a certain speed

The benefit function that assigns value to the actions in an activity space …

We now consider how plausible is the notion of a cost function based on physical details of the activity space and an implicit speed accuracy function.  How misleading is it to assume that the consequences of interruption, multi-tasking and social activity can be ignored when determing the expected cost of activity?
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